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Outline

» Fundamental dissimilarity between distributions in information
sciences [3] (Kullback-Leibler divergence and f-divergences) and
their usual Jeffreys and Jensen-Shannon (JS) symmetrizations

» Jensen-Shannon divergence between Gaussian densities is not
available in closed-form

» Definitions: JS-symmetrizations of any parameter distance and
of any statistical distance using abstract means, and properties

» Three cases studies with reported closed-form expressions:
> Geometric Jensen-Shannon divergence for multivariate Gaussians
(or any exponential family)

» Harmonic Jensen-Shannon divergence for Cauchy distributions

» Arithmetic (=ordinary) Jensen-Shannon divergence for mixture
distributions

» Conclusion



The Kullback-Leibler divergence (KLD)

» Kullback-Leibler divergence [3] is the relative entropy:
p
KL[p: q]:=/plog qin= hx[p: q] = hp]
1
help ali= [ plog i hlpl = hulp: i

» KLD unbounded and potentially co when the integral diverges

» Asymmetric (non-metric): Define the reverse Kullback-Leibler

divergence
KL*[p: q]:=KL][q : p]



Statistical distance and parameter distance

» KL[p: q] is a statistical distance between probability densities
(or measures), hence the bracket notation

» When p = py, and g = py, belong to the same parametric
family P of distributions, the statistical distance D amount to a
parameter distance Dp:

Dp (1 : 62):=Dlpy, : po,]

» For example, when p = py, and g = py, belong to the same
exponential family [11] £, we have

Dg(91 . 92)::KL[p91 . p92]
with parameter divergence
Dg(91 . 92) = B;E—(e] . 92) = BF(02 . 91)

where Br is the Bregman divergence [2] defined for a strictly
convex and differentiable convex generator F

Br(0: 0):=F(0) — F(¢') — (0 — 0/, VF(0))



Renown symmetrizations of the Kullback-Leibler divergence

> Jeffreys divergence [8] symmetrizes KLD

Jlp; q):=KL[p : q] + KL[q : p] = /(p —q)log gdu = J[g: p].

— unbounded

» Jensen-Shannon divergence [6] also symmetrizes KLD

ISlpiq] = ;(KL{ p;q}ﬁ-KL[ p;qD

—1/<Io 2p —|—I2>d
= 5 Pg+ qg+qﬂ

— always bounded:

0<JS[p:q] <log2

— V/JS is metric distance [5]



Symmetrizations of statistical f-divergences

» Class of f-divergences [4] for a convex function f strictly
convex at 1 (with f(1) = /(1) =0):

Ielp - q] = /pf (Z) dp.

> KLD belongs to the f-divergences for f-generator
fL(u) = —logu

KL[p:q] = I, [q: pl
» The Jeffreys and Jensen-Shannon f-generators are

fi(uv) = (u—1)logu,

1+
fis(u) = —(u+1)log——

2

+ ulog u.



JS-symmetrization of parameter distances
» For any arbitrary parameter distance D(6; : 6») and « € [0, 1]:

JSH(01:602) = (1—a)D (01 : (1 — )b + abs)
+aD (67 : (1 — a)f1 + aby)
= (1—a)D(01:(01:62)a) +aD(62:(61:62)a),
where (0p04)a:=(1 — )8, + abq to denote the linear
interpolation (LERP) of the parameters.

» For example, Jensen-Bregman divergence [10] JBF amounts
to a Jensen (gap) divergence Jr (for a strictly convex
generator F : © — R)

1 0+6 046
IBF(0:0) = 2(3,:(9: +2 >+BF<9’: +2 >>

U G




JS-symmetrization of distances and f-divergences

» In particular, the JS-symmetrization of a f-divergence

I¢lp = al:=(1 — ) l¢[p : (Pq)al + alf[q : (Pg)al,

with (pg)a = (1 — a)p + aq is obtained by taking the
f-generator

£I5(u):=(1 — a)f(au+1 — a) + of <a 41 ; a) .

» (pg)a(x) = (1 — a)p(x) + ag(x) is a statistical mixture



Jensen-Shannon divergence between Gaussians

» Jensen-Shannon divergence interpreted as a statistical Jensen
gap divergence for the negative entropy F = —h:

IS[piql = 2(KL< P;q>+KL< p;q))

1/( i i )
= = plog + g log du
2 p+aq p+q

_ [p+q} _ hlp] + hlg] _ ol dl

2 2

> % is a statistical mixture

» Kullback-Leibler divergence between Gaussian mixtures is

provably not analytic [14, 13]
— no closed-form formula for the JSD between Gaussians

» Goal is to bypass this computational tractability issue by
defining novel kinds of Jensen-Shannon divergences



Abstract means and generalized statistical mixtures

» Abstract mean [7] M: continuous bivariate function
M(-,-) : I x I — | on an interval | C R satifying the
in-betweenness property:

inf{x,y} < M(x,y) <sup{x,y}, Vx,y€l.

» Weighted mean M,(p, q) (with a € [0, 1]) using the unique
dyadic expansion [7] such that My(p, q) = p and Mi(p, q) = q.

> a-weighted M-mixture (pq)Y (with a € [0, 1]) of densities p
and ¢ defined by:

Ma(p(x), q(x))
ZM(p: q)

ZMp:q) = teXMa(p(f),q(t))du(t)

(pq)! (x)

10



Examples of means M and M-mixtures

> For x,y >0,
» arithmetic mean A, (x,y) = (1 — a)x + oy, (h(u) = v)
> geometric mean G,(x,y) = x'~*y®, (h(u) = log u)
> harmonic mean Hqy(x,y) = gayyrax: ((U) = 3)

l1—a)y+ax'

> quasi-arithmetic means [9] for h is a strictly monotonous
function h

Ma(x,y):=h"" (1 — a)h(x) + arh(y))

» Statistical M-mixtures and their normalization coefficients:

(Paalx) = (1 -a)pl)+aqlx), ZMp: g =1
G P~ Yg(x)* ¢ (1-a) (ra
X = _ Z H = X x)“dp(x
(b (4) ey 2= [ e a0 ant)
H B 1 p(x)q(x) He ooy p(x)q(x)
FPDat) = T @ et ant)’ 2P / (1 — a)a(x) + ap(x)

dp(x)

11



Statistical M-Jensen-Shannon divergences

» Definitions of M-JS D-symmetrizations

ISEelpial = (=)D |p: (pa)l| +aD |q: (pa)¥]
IsMalp:q] = (1—a)KL [p : (pq)ﬂ + oKL [q : (pq)ﬂ
. ) - zM(p,q)
> Key property: The M-JSD is upper bounded by log =4->
when M > A.
> Arithmetic mean-Geometric mean-Harmonic mean inequality

(AGH):
A>G>H
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M-JS symmetrizations of D for parametric family:
A recipe to get closed-form formula

> Let P:={py(x) : 6 € ©} denote a parametric family of
densities with convex parameter domain ©

» Parameter distance Dp from statistical distance D between
members of a family:

Dp(61 : 02):=Dlps, : po,]
> Find abstract mean M such that (pg, ps,)¥' = p(9,0,)..

» Then the M-JS symmetrization of D amount to the following
parameter divergence:

ISP [poy : Poy] = (1 — a)Dp (01 : (6262)a) + aDp (02 : (6262)a) = IS5, (61 : 02)
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Example 1: G-JS symmetrizations of KL for exponential

families
> Exponential family [1] £ with log-normalizer F:

EF = {pg(x)du —exp(f x — F(0))du : 0 € @}

> Geometric mixture, G-mixture, of exponential families:

G . Ga(po, (), pa, (X)) Py, (x)pg, (x)
(PosPe)i )= T (0), (D))~ 280+ a)
= P(elez)a(xﬁ
ZS(p:q) = exp(—JR(6r: 62)),
JE(61:02) = (F(61)F(62))a — F((0162)a)

> KLD between Gaussians amount to a reverse Bregman
divergence [1] BF*

KLP(Hl . (92) = KL(pgl . pgz) = B,*_i(01 . 92):281:(92 . 91)

)
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» G-Jensen-Shannon divergence (for KL):

ISS[poy  poa] == (1 — a)KL[pg, : (po,ps.)S] + oKL[pg, : (po, po.)S]
= (1 — OZ)BF((9162)(X : 01) + OZBF((elgg)a . 92)

» G-Jensen-Shannon symmetrization for reverse KL:

1 p+q p+q
JSkr*x(Pp:q) = — (KL* {p: 7] + KL* [q: 7}> s
2 2 2
1 + +
= ([T e[ )
2 2 2
ISgS clpoy i poy] = (1 — )KL )+ Poy | + aKL[( )S + Po,]
KL* Poy POy = a POy POy ) POyl + POy Po3 ) : POyl

(1 — a)Bp(61 : (0162)a) + aBp(62 : (6162)a) = IBE (61 : 62),
(1 — a)F(01) + aF(82) — F((0162)a),
JE(61 : 02).

To summarize:

JSI((;(i[pel : p92] = (1 - a)BF ((9192)04 : 91) + aBF ((0102)a : 92),

Ga . .
JSKL*[p91 : pgz] = Jg(@l : 02).
— Interpretation of the Jensen gap divergence J§ as a reverse KL
JS-symmetrization between members of the same exponential
family
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Case study of G-JS: MultiVariate Gaussian/Normal density with \:=(\,, Ay) = (u, I):

1 1 T,-1
pid) = e (= A AR x — A
(2m)% /o] (-3 )
Po(xi0) =  exp({t(x),0) — Fo(6)) = px(x: A(6))

with 6 = (0, 0)) = (Zfly‘, 7%271) =0(N\) = ()\Ml)\v, 7%)\’\;1), t(x) = (x, —xx | ), and
(0,0"y:=07 07 + tr (9;\,,T0M)

Cumulant Fy(60) = 1 (d log 7 — log |Op] + %efe,\;‘ev)

Moment parameters n = (n,, ny) = E[t(x)] = VF(0):

—1 —
nv(0) = 6,, 6, 0u(n) = —(nm +nvn,) )" 0y
1,1 _ 1,p—1 —1,\T < __1 Ty—1
m(0) = =105, — 1(0,,20.)(0,,26,) Om(n) = —3(nm +nvn, )
. —1
Legendre convex conjugate F;(n) = 7% (Iog(l + n;r’r]M nv) + log | — ny| + d(1 + log 27'r))

The Kullback-Leibler between P(ng.51) and P(ug.52) (with A, = p2 — p1)is

KL[ : 1 = 1 tr(T5 1)+ AT 55 A, + 1o 2l = KL(px, : Prs)
P(p1,T1) F P(p2,T2)] = > 2 21 wra Bp g = = Pxg i Pxa)s

= Bp(02 :01) = Bex(n1 : m2) = Ap(02 : 1) = Apx (1 : 62)

Bregman divergence Br and canonical divergence Af:
Br(0:60") = F(0)—F(6')— (6 —0",VF(6))
Ap(61:m2) = F(61) + F"(n2) — (61,m2) = Apx (2 : 61)



G-mixture of Gaussians: Normalization coefficient

» For the Gaussian family, we have

po(x,01) " po(x, 62)*
polxi (B102)a) = Z&(poy : Po,)

with the scaling normalization factor:

po(0; 01)1 =% py(0; 62)~
po(0; (0162)a)

» ... since pg(0;6) = exp(—F(#)) provided that (t(0),0) =
Holds for Gaussians, t(x) = (x, —xx") (i.e., t(0) = 0)

Z8(po, : po,) = exp(—JE (01 : 02)) =
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G-Jensen-Shannon divergences between Gaussians
Given two multivariate Gaussians N(u1,X1) and N(puo, X»):

IS by 5g)  Plug 5)] = (1= @KLIp(uy 54 ¢ Pl ma)] T OKLIP(u 5) © Plia,Ta)]
= (1 — a)Bp((0162)a : 01) + aBpr((0102)a : 62),
1 [Zal

-1
= —(tr (X 1— o)X +aX + log ——————
2( (P57 = @)Ex + a%a) 4 log =i

(1 = a)pa = 11) 3 (Ha — wa) + alpa — p2) I3 (o — p2) - d)

G . _ . .
ISPy, 51) PPz t2)] = (D= )KL 50 ¢ Pluy 5)] + @KLPGL 10) P2, E2))
= (1 — a)Bp(01: (01602)a) + aBr (62 : (01602)a),
= Jp(01:02),
1 _ _ _ [a 17 |Ta |
= (@ -augEr i +apg T3 e — pl T o +log ———— 2
2 [Zal
— _ —1
Yo = (Tar)k = ((1 — o)yt +a3; 1)
pa = (pap2)h =% ((1 — )Tyt + a)i{luz)

The JS-symmetrization of the reverse Kullback-Leibler divergence
between densities of the same exponential family amount to
calculate a Jensen/Burbea-Rao divergence between the
corresponding natural parameters (— Bhattacharyya distance).

)
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Example 2: Harmonic Jensen-Shannon divergence between

scale Cauchy densities
» Well-suited for the scale family C of Cauchy probability
distributions [9]:

CrZZ{ py(x) = ,::/Pstd <;<> = m yel= (0700)},

where 7 denotes the scale and pgq(x) = ) the standard

1
m(1+x2
Cauchy distribution.

» H-mixture of Cauchy densities:

Ho(pyy (X) @ pya(x
(x) = (pZO’Z’((’y)l,’I;Z)( ) = P(r172)a

(P’n P> )

N|= T

where the normalizing coefficient is

ZH(7 72)::\/ M2 :\/ M2
ar (1172)a(m72)1-a (1172)a(1271)a’

since we have (7172)1-a = (7271)a-

10



H-Jensen-Shannon divergence between scale Cauchy
densities

> KLD between scale Cauchy densities:

A(y1,72) Y1+ 72
KL[py : pyp] =2 |0gm = 2log NGTon

» KLD is symmetric between Cauchy densities

» The harmonic Jensen-Shannon divergence between two scale
Cauchy distributions p,, and p,, is

(37 +12)(372 +11)
8v/M72(71 + 72)

35" [py, : py] = log
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Example 3: A-mixture of mixture families
» Mixture family [12] in information geometry [1]:

D D
M= {me(x) = (1 - Z@'Pi(ﬂ) Po(x) + > 0ipi(x) 1 6; >0,>6; < 1} ,
i1 7

i=1

» Mixture manifold is dually flat with canonical Bregman
divergence [12] for generator F(6) = —h(my)

KL[my, : mg,] = Br(0) : 04)
: : +
> A-mixture belongs to M since M = Moo,
2

» A-Jensen-Shannon divergence between mixture members:

L Op +0 0+ 0
oo 555 o o 55)

This amounts to calculate the Jensen divergence (from JBD):

IS(mg,, mg,) = Jr(01:62) = (F(61)F(02))1 — F((6162)1)

1
2
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Summary: Motivations and contributions

>

Jensen-Shannon divergence (JSD) is a symmetrization of the
Kullback-Leibler divergence always upper bounded by log 2

However, JSD does not admit a closed-form between Gaussian
densities

Introduce abstract means M to define statistical M-mixtures
and statistical M-Jensen-Shannon divergences

ISEelp1 : p2] = (1 — @) (D(py : (pLp2)) + aD(p2 : (p1p2)Y))

Report closed-form expressions for (i) the G-JSD between
multivariate Gaussians, (ii) the H-JSD between scale Cauchy
densities, and (iii) the A-JSD between mixture densities.

JS’\D/’“ is upper bounded by Iog ( 9 \when M > A (and we
have A > G > H). Thus this falls for G and H.
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Thank you!

https://franknielsen.github.io/M-JS/
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